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 Summary 
 

This is a report to provide methodological advice for a pilot study concerned with care clusters in 

Child and Adolescent Mental Health Service (CAMHS), with special reference to sample size 

considerations.  The overall aim of this study will be to determine CAMHS currencies to establish 

specific payments for cluster groups. There are four main clinical clusters proposed which focus on 

emotional, neurodevelopmental, behavioural and psychosis disorders. These main clusters will be 

further divided into individual clusters based on severity/complexity of the individual cases.  Each 

individual will be allocated to a specific cluster based on diagnostic tools.  In this report we discuss a 

range of methodological considerations that need to be taken into account when designing the 

initial and subsequent research stages. Specifically, we discuss issues surrounding the determination 

of sufficient number of individuals required for each cluster in order to obtain an accurate picture of 

the service costs associated with each cluster. In addition, we discuss the option of 

evaluating/developing the allocation tools themselves and highlight related issues of sample size. 
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1. Introduction: The pilot project 
 

The pilot stage in this report refers to an initial research step required in defining, testing and 

refining the nature of clinical clusters for Child and Adolescent Mental Health Services (CAMHS). It is 

thought that such clusters will aid the development of payment by results for ‘care currencies’. The 

practice is based on the established acute medicine model where patients are allocated to clusters 

based on their clinical similarity and need for resources. Ultimately a tariff can be applied to each 

cluster group avoiding the weakness of a ‘one size fits all’ model of payment. 

The pilot phase can be envisioned as the first stage of a longer, iterative process of refining 

and characterising the clusters and their associated service costs. Currently there are 4 broad clinical 

clusters of child and adolescent psychopathology for inclusion entitled: Emotional, 

Neurodevelopmental, Behavioural, and Psychosis disorders.  Within each of the broad clusters, there 

will be a variation in severity and overall complexity, the precise level of which will be determined by 

diagnostic tools.  The purpose of this report is to offer advice that will assist in the choosing of 

adequate sample sizes to determine accurate average service costs for each cluster. This pilot stage 

is essential in revealing individual differences in the level of service costs within each cluster so that 

a valid the range of dispersion (distribution) within and between clusters can be obtained.   

 Evaluating and making informed guesses as to the potential dispersion (distribution) of the 

service costs within each cluster is essential to determine how many people need to be recruited. An 

accurate idea of the average costs and variability within and between clusters can only be obtained  

if a sufficient number of individuals per cluster are recruited.  For instance consider the data in figure 

one where the x axis is the unit cost and the y axis the proportion of individuals. We can assume that 

service costs are likely to form a normal distribution with low (green line), medium (red line) or wide 

dispersion (blue line). From these we could get an accurate estimate of the average costs with a 

relatively modest sample size.  As long as the distribution is normal, average costs can be estimated 

with the same sample size independent of the dispersion, as all individuals should be sampled 

equally throughout the distribution.  However, although average costs can be estimated, some 

consideration must be given to the distribution around this average.  A wider distribution is also 

indicative of more variability in the service costs.  The wider the variability, the more individuals 

need to be recruited to get an accurate picture of the distribution, particularly to understand the 

lower and upper limits of the distribution of service costs.  A wide dispersion (blue line) may also 

indicate that the mean or average of the cluster may not be a representative estimate of costs per 

cluster, or even that the cluster is poorly defined behaviourally.  
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Figure 1. Three types of normal distribution with different levels of dispersion.   

An additional difficulty is that the assumption of a normal distribution is not likely to hold in 

the case of service costs per cluster.  Non-normal, or skewed, distributions generally need larger 

sample sizes to estimate the distribution accurately and provide an accurate average cost.  For 

instance, if we have a positively skewed distribution then the majority of individuals will have service 

costs that are within a certain range at the lower end of the distribution, but there is also a 

significant amount of individuals who will have much higher costs associated with their service use 

(see Figure 2, axes are the same as fig. 1).  In order to account for the full range of service costs, a 

much larger sample size will need to be obtained to get a sufficient number of individuals in the tail 

of the distribution at the higher end of service costs.  If an inadequate sample size is used, the risk is 

run that either the tail of the distribution with higher service costs will either be under sampled, 

leading to an underestimate for each cluster, or the tail may be randomly oversampled, leading to an 

overestimate of the average service costs in the cluster.   

 

Figure 2. Positively skewed distribution with the majority of individuals at the lower end, but a significant amount of 
people at higher cost levels.  
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 The converse problem happens in a negatively skewed distribution (see Figure 3), which has 

a cluster of service costs at a relatively high range, with a significant amount of individuals in the 

lower tail of the distribution, with lower service costs associated with these individuals.  The same 

problems described with a positively skewed distribution occur with negatively skewed distributions. 

An inadequate sized sample could either under or over sample the tail of the distribution leading to 

an over or under estimate of the average service costs, and an inadequate representation of the 

distribution.   

 

Figure 3. Negatively skewed distribution with the majority of individuals at the higher end, but a significant minority 
have lower cost levels. 

 

One of the goals of the first iterative wave looking at the clusters and the associated service 

costs would be to collect some empirical data on the distribution of the service costs in each of the 

clusters. This pilot study would ideally have a large enough sample size to at least be able to 

estimate the variability in service costs in each of the clusters.  After this initial stage, it will be 

possible to determine whether the sample sizes used were likely to have captured the distribution 

accurately.  For instance, if you had a relatively normal distribution at a certain level of service cost, 

but 3-4 outliers at a much higher rate of service cost, this may be indicative of either outliers who 

were not assigned to the correct cluster, or could indicate a correct cluster allocation, but that there 

is a positively skewed distribution that was not accurately captured with the sample size used within 

the pilot study. 

The pilot study can then be used to inform directly on the samples needed in further 

iterative processes within the larger process of determining and validating the clusters, as well as 

determining the service costs associated with each cluster to allow a set payment for each individual 

within the cluster.  In addition to informing on the underlying distribution of service costs for each 

cluster, the pilot study will allow the use of power calculations based on empirically derived samples 

to detect differences when comparing clusters.  For instance, using the pilot data one could calculate 

the sample size required for a comparison of the average costs for two clusters (t-test).  The sample 

size from the power calculation will give a minimum number of individuals needed in each cluster to 

obtain a significant difference between the two clusters of interest, if one in fact exists, given varying 
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means, standard deviations and levels of power.  Power calculations can be used for not only t tests, 

but a wider variety of statistics.  There are a number of programs that can compute sample size 

calculations given some preliminary data, one of which is called G*Power and is free to download 

and use.  More complex Monte Carlo simulation methods are also available in several statistical 

packages for estimating power for larger models. 

2. The clusters 
 

Not only does the potential shape of distributions of service costs within an individual cluster need 

consideration, but the potential overlapping distributions in adjacent clusters is also important.  For 

instance, if one of the main outcomes of interest is to determine whether there are statistically 

significant differences between clusters in the service costs, one would need to think about the 

potential overlap in the distributions when deciding on the number of individuals needed for each of 

the clusters because statistical difference testing is dependent on the absolute difference divided by 

the variance. Thus, the dispersion and shape of the distribution and also the potential overlap with 

adjacent clusters needs to be considered before deciding on sample sizes.   

 Figure 4 indicates three hypothetical distributions of three adjacent clusters.  In this 

example, we consider these as three individual clusters within the overarching emotional problem 

cluster.  Cluster 1 (red line) has a positively skewed distribution and represents the less 

severe/complex cluster.  Cluster 2 (green line) has a normal distribution and represents the middle 

cluster with medium severity/complexity cases.  The blue negatively skewed distribution, on the 

other hand is cluster 3 and represents the most severe and complex cases, which consequently are 

most costly.   

 

Figure 4. Hypothetical service costs curves for three clusters.   

 

 As can be clearly seen in Figure 4, there is a great deal of overlap within all three 

distributions.  Even Cluster 1 and 3 have some theoretical overlap in this example, though they 
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represent the less severe and the most severe individuals who have emotional difficulties.  This may 

either be an unrealistic representation of mental health services (a likely possibility) or the overlap in 

service costs may be real and could either be due to some individuals in cluster 1 needing more 

sessions or people in cluster 3 needing fewer sessions than the average in their respective clusters.  

In addition, variability across clinics and clinicians themselves may contribute to some individuals 

with a similar level of need to the majority having either higher or lower costs associated with their 

treatment.  In this hypothetical example, the entire distribution of cluster 2 is covered by the tails of 

the two skewed distributions of the adjacent clusters.   

 In terms of sample sizes needed to determine a statistically significant difference within the 

clusters, the amount of overlap and the shape of the distribution will influence both whether there is 

a significant difference and the sample size needed to detect this difference.  If overlapping 

distributions are expected, the sample size will need to be large enough to give an accurate 

description of the distribution.  This is critical when testing for statistical differences, as you may get 

no difference between two clusters simply because there are too few individuals to account for the 

variability in the clusters properly.  As described above, an increase in variability indicates that a 

larger sample size will be needed to both get an accurate picture of the distribution and also to 

provide accurate and trustworthy results in statistical analysis.   

 However, at this stage we need to point to the difference between practical and statistical 

significance.  There may be substantial overlap between the cluster in terms of service costs which 

may mean the difference may never reach statistical significance, but could have real world practical 

significance.  For instance, even if there were substantial overlap in the service costs associated with 

two adjacent clusters which were statistically non-significant, there may be a practical difference in 

terms of the fact that the two clusters have a different distribution and an average costs per cluster 

may still be of practical use in determining cost effective payment by results.  Alternatively, non-

significance could also be indicating that the cluster mechanism is not accurately differentiating 

individuals with the same level of complexity/severity and service costs.  This may lead to some 

alteration to the cluster mechanism itself.  In the end, it may be that any potential statistical 

differences between the clusters needs to be considered alongside clinical information about the 

severity/complexity of cases within each cluster and the distribution of service costs in evaluating 

the trade-off between practical and statistical significance.   

As stated earlier, we believe that this process of testing the validity of clusters should be 

iterative.  It is likely that the initial method of assigning patients to clusters will be sup-optimal, 

leading to overlap of costs between clusters.  Analysis of an earlier wave of data may lead us to 

hypotheses on how we can improve clustering, that can be tested in a later wave of data.  

3. Between Clinic Variation 
 

Another factor that needs consideration is whether inter-clinic variation is a topic of interest.  In 

terms of analysis, different patients can be clustered by clinic.  This can be addressed in statistical 

analyses with multilevel modelling, where all individuals included are considered the level-one factor 

and the second level factor is the clinic in which they were recruited from.  For many reasons, one 

clinic may have much higher costs associated with delivering services than another clinic.  Thus, it is 
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critical that in any analysis of service costs, the overall inter-clinic variation is fully acknowledged and 

accounted for.  If the aim is to get an overall average across all clinics, then the inter-variation 

between the clinics need only be accounted for in the analysis. No special consideration need  be 

given to ensuring adequate sampling within each clinic, an adequate overall sample size is what is 

important (Snijders, 2005).  The differing clinics from which the individuals are drawn would be 

specified as what is known as a random factor, which means that the variation associated with 

different clinics is accounted for within the analysis without increasing the variability between the 

clusters themselves.  In other words, the between cluster variation and any statistical tests between 

cluster will be estimated with the variation between clinics partialled out.   

 However, if inter-clinic variation is a factor of interest, this would impact on the number of 

individuals recruited from each clinic.  As Snijders (2005) indicates, if you want to test the second 

order factor, which in this case is individual clinics, then the level two sample size is of vital 

importance.  In this case, you would not simply control for the inter-clinic variability, but seek to 

evaluate and analyse this variability.  In order to do this, the sample size must be adequate within 

each clinic to give a proper estimate of the distribution and dispersion, as described above.  If one 

wanted to combine looking at the individual cluster differences with clinic differences, an adequate 

sample size would be needed for each individual cluster within each clinic.  This will vastly increase 

the number of individuals needed for this study.  However, another possibility would be to look 

globally at the differences between individual clinics, rather than at the cluster level.  This may give a 

good estimate of the variation between clinics, but in this case the clusters themselves may need to 

be controlled.  An individual clinic may have more individuals within more severe clusters than 

another clinic, for example, which may cause an overall higher level of service costs simply due to 

the different distribution of individuals throughout the clusters and not inter-clinic variation.  

Accounting for the clusters themselves will remove the cluster variation and leave inter-clinic 

variation in the same way as accounting for clinic variation can reveal accurate differences between 

the clusters.  The sample size needs to be adequate within the clinic across all clusters in this case.   

4. Tool Validation 
 

Tools used to allocate individuals to care clusters may require some validation depending on their 

current status. This is a good idea where the psychometric validity of an instrument is uncertain, as 

otherwise potentially meaningful results can be undermined by the lack of consistency of the 

measurement. There are several factors involved in the validation of questionnaire or self-report 

instruments including internal consistency, construct and predictive validity. Firstly, the internal 

consistency needs to be established using psychometric techniques. Factor analysis is recommended 

to explore and confirm the underlying structure of the tool (how many factors are there?) and the 

suitability of the items to represent the factors. Within this framework, the level of intercorrelation 

between items can easily be assessed. A high level of correlation at the item level is important if the 

tool is to be said to measure a unitary factors. After data collection, at the analysis stage, data-driven 

decisions concerning each item in the tool can be made. It is possible that some relatively poor 

performing items may be weeded out and dropped from the analysis and this is likely to be an 

iterative process. Over several data collection waves, the tool may be refined further with items 

revised or new items being added.   
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The construct validity (is the tool measuring what we think its measuring?) can be initially 

tested by predicting high correlations with either a gold standard or closely related measure 

(convergent validity) and low correlations with a measure assumed to be unrelated (discriminant 

validity). In this scenario, each participant in the study will be required to complete several measures 

including the tools themselves and the validation measures. The advantage of using a single sample 

to complete all measures is that each individual acts as their own control and so it is less likely that 

confounding factors will influence the results. This situation could arise if separate groups of 

individuals complete different measurements and the results are compared across groups.  

Of equal importance is the issue of sample size (see below). If two or more mutually 

exclusive samples are obtained to provide data for separate measures these samples are likely to be 

smaller than a single group. For example, 1000 individuals could each complete several measures or 

they could be split so that 500 complete one tool and 500 complete another.  In itself, this reduction 

in the size of groups will reduce statistical power.  However, statistical power will be reduced further 

because comparing the same measure within the same individuals (a crossover design) has much 

more statistical power than comparing two groups, who each complete a different measure (parallel 

design).  However, the converse argument is that it may be unacceptable to clinicians and patients 

to complete more than one assessment tool. 

A related issue concerns the number of tools used by main cluster type. The advantage of 

using a single tool across each cluster is that there will be a good level of standardisation that could 

not be achieved when using different tools for different clusters. This may have the effect of 

hampering the ability of the study to properly compare the costs across main clusters. The extent to 

which the tools possess predictive validity should also be tested. That is, do scores on the tools 

predict scores on another meaningful criterion measure? So, the question here could be whether 

scores on the tool actually predict service cost. A further issue in tool validation is the stability of 

results and agreement between informants. Therefore test-retest reliability and inter-rater reliability 

are factors that should be given some consideration. In the former the question being asked is will 

my tool give a similar answer if used on the same group of individuals on multiple time points? While 

in the latter the question of interest relates to whether the tool performs just as well on the same 

individuals regardless of the individual professional administering it. 

Taking these issues of validation collectively, the tools under consideration can be thoroughly 

compared  and weighed against more qualitative attributes such as the speed and ease of 

completion and overall subjective experience of using the measure. It will be important to collect 

such information from professionals. It might be, for example, that a well-liked tool has very poor 

psychometric properties and is not valid, whereas in another scenario a well-validated measure 

might be rated as cumbersome to use by professionals. Clearly, both factors are important in 

determining the longevity of assessment tools. 

5. Sample size considerations: some rules of thumb 
 

The sample size requirements for running factor analyses and indeed cluster analyses, special cases 

of structural equation modelling, will clearly depend on the questions being asked in a given study.  

Yet there are heuristics given in the literature that act as a guide to sampling. This is especially 
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appropriate in the initial phase of a pilot study where there are many unknown parameters. In 

subsequent phases, as more parameter estimates become known, more precise sample size 

calculation methods can be utilised. 

In general terms, the closer the sample size is to the population the more precise the 

parameter estimates will be and so, all things being equal, a large sample should be preferred. With 

specific reference to structural equation modelling, there is debate in the literature as to sample size 

requirement (see the Special issue on Structural Equation Modeling in Personality and Individual 

differences, Volume 42, Issue 5, Pages 811-898, May 2007 for example) but in some quarters, a 

minimum sample size of n=200  has been recommended for reports written for peer reviewed 

journals (Barrett, 2007). Others have suggested considering the number of parameters estimated in 

a given model and calculating a minimum sample size using a parameters to sample size ratio. For 

example, if 10 parameters require statistical estimates then: [ 20 subjects x 10  parameters = 

(N=200) sample size ] would be a minimum sample size requirement (Kline, 2011). As the ratio 

decreases below 10:1 so does the trustworthiness of results. With complex models involving more 

parameters and variables that are not suited to maximum likelihood estimation (normal distribution 

is needed for MLE), sample sizes greater than 200 are recommended (Kline, 2011). 

Factor Analysis 
In part, the sample size required for a factor analysis will be determined by the expected 

communalities of the items in the scales used, the number of factors retained and the determination 

of factors (how many items each factor is represented by); with few strong factors, represented by 

many items, a smaller sample size may be sufficient. Conversely, with several factors, represented by 

few items with low communalities, larger samples (N>500) will be required to increase the possibility 

of recovering a good solution (MacCallum, Widaman, Zhang, & Hong, 1999). This point is echoed by 

Gorsuch (1983) who describes the positive relationship between the amount of individuals in a study 

and the replicability of the factors. That is: “The more the better” (Gorsuch, 1983, p.332). There is 

debate in the literature as to the most appropriate rules of thumb to work to (Reise, Waller, & 

Comrey, 2000), and for some such rules are seen as lacking in validity and usefulness (see 

MacCallum, Widaman, Zhang, and Hong MacCallum, et al., 1999). Nevertheless existing guidelines 

tend to fall into one of two categories; one refers to absolute sample size and the other is based on 

the ratio between items and participants. For example, Comrey and Lee (1992) have given the 

following  absolute sample size band descriptions for factor analysis: 

Table 1. The relationship between sample size and factor analysis quality (Comrey & Lee, 1992). 

 

Sample 
size 

50 100 200 300 500 1000 

Quality Very poor poor fair good Very good excellent 

 

Tabachnick and Fidell  (2007) agree that sample size in factor analysis will be dependent on 

the factor structure itself, and point out that a large sample is needed to ensure that the correlation 

coefficients obtained are reliably estimated. They go on to suggest that, “As a general rule of thumb, 

it is comforting to have at least 300 cases for factor analysis” (p.613). Perhaps the most commonly 

used rule involving a participants-to-items ratio comes from Gorsuch (1983) who suggested a 
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minimum  ratio of 5:1. Other more stringent recommendations include the  10:1 ratio suggested by 

Everitt (1975).  

Other sample size considerations for exploring and validating an allocation tool in this study 

concern the method of factor analysis. If the underlying structure is largely unknown then an 

exploratory factor analysis (EFA) would be the most appropriate technique to use. A further method 

of validation would involve subsequently carrying out a confirmatory factor analysis (CFA). In order 

to achieve this in a single data collection wave, the total dataset obtained could be randomly split in 

half and the EFA performed on one half and the CFA performed on the other. However, this will 

clearly have the effect of doubling the sample size requirement. 

Baseline predictors 
At a later stage in the analysis, it may be of interest to assess whether there is baseline or 

demographic variables that predict cost of service use within clusters. For example, duration of 

illness or age of onset may have a differential effect on cost, as might sex, age or social economic 

status. To have sufficient statistical power to include such covariates and cofactors in subsequent 

analysis, the sample size needs to be large enough to accommodate such variables. Further 

questions of interest might include interactions between predictor variables and so sample size 

would need to be increased further. While at later stages of the research programme specific power 

analysis can and should be performed using one of several software packages to ensure enough 

power to detect an effect of interest, such as an interaction effect predicting cluster membership, at 

the pilot phase where few parameters are known, heuristics may be useful as a guide. So, as an 

example of how the inclusion of baseline predictors can inflate the sample size requirements (of any 

study) the following scenario based on linear multiple regression models is instructive. 

Tabachnick and Fidell (2007) point out that the ratio of cases-to-predictors must be 

substantial or the results of regression analyses, although possibly seemingly impressive, will be at 

best difficult to interpret. With more predictors than cases the results are likely to be spurious; 

merely an artefact of the poor ratio. As noted, sample size will depend on many criteria including the 

desired statistical power, significance level, number of predictors and the expected effect size (i.e. 

the strength of the relationship between two variables). It is a well accepted principle that more 

cases are required to detect a small effect between predictor and outcome than a large one. Again, 

this is compounded by the distribution and reliability of the outcome variables. If the outcome is 

skewed and a small effect size is expected, a larger sample is needed. In a multiple regression 

situation, then, expecting a medium effect size and accepting an α = .05, the minimum desirable 

sample size can be gauged by accepting the larger result from the following two equations: 

 for testing the significance of a multiple regression. 

 for testing the significance of an individual predictor. 

(Note, k represents number of predictors in the model) 

(Tabachnick & Fidell, 2007) 
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Therefore with 5 predictors the result suggests N=90 (50 + 40) for the former equation and 

N=109 (104+5) for the latter. 

This might be an appropriate approach to the data if a question of interest relates to the 

prediction of service costs within any given cluster. Considering any violations of the assumptions of 

normality, missingness and the potential for attrition in longitudinal aspects of the research, the 

sample size should of course be larger. A further potentially useful analysis will be to assess the 

prediction of cluster membership by baseline variables. These categorical analyses will ultimately 

involve ordered or logistic regression techniques. The proportion of individuals allocated to each 

cluster/subcluster will be an important consideration in that small groupings will decrease the ratio 

of cases to predictors and could cause problems generating accurate parameter estimates and 

standard errors. 

Conclusions  
 

This report has aimed to illuminate several methodological issues which need to be considered when 

determining the sample size necessary for estimating the service costs associated with individual 

care clusters.  This is thought to be the first step in determining payment by results “currencies” for 

Child and Adolescent Mental Health Services. As such the pilot will provide invaluable empirical data 

from which to power subsequent phases of the research. While giving general methodological 

advice we have also given guidelines as to specific sample sizes for various analyses. However, we 

believe that more accurate sample size calculations should come from the empirical data derived 

from the pilot itself. For these purposes, and in terms of getting an idea of the distribution and the 

dispersion of the service costs associated with each cluster, we recommend a minimum sample size 

of N=50 per cluster.  This sample size may be adequate to determine whether there are statistical 

differences between the clusters, though as we point out it will be vital to account for inter-clinic 

variation of service costs when conducting any potential statistical analysis.  The initial pilot stage 

will allow empirically driven sample size calculations to be conducted with power analysis and also 

give an idea of the dispersion and distribution of service costs associated with each cluster.  It may 

inform that either this sample size is adequate or may need to be increased.  In terms of validating 

the allocation tools, should this be deemed necessary, this work can be carried out either as part of 

the pilot or in a parallel work stream. 
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